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PROBLEM 1. (12 points)
Suppose X, Y, Z are random variables. Consider the following statements about (X, Y, Z):

(1)
(i)
(iif)
(iv)

(a)

X and Y are independent.

X and Z are independent.

Z = f(X,Y) for some deterministic function f.

X =g(Z,Y) for some deterministic function g.

(2 pts) Show that if (i) and (iv) hold, then I(X; Z|Y) = H(X).

Solution: By (iv), H(X | Y,Z) =0, so
I(X;YZ)=H(X)-H(X|YZ)=H(X).

By the chain rule,
I(X;YZ)=1(X;Y)+ 1(X;Z2]Y).

Since X L Y we have I(X;Y) = 0, hence

HX)=I1(X;YZ)=I(X:Z|Y),

(2 pts) Show that if (ii) and (iii) hold, then I(Y; Z|X) = H(Z).
Solution: By (iii), H(Z | X,Y) =0, so
I(Z;XY) = H(Z)— H(Z | XY) = H(Z).

Chain rule gives

[(Z;XY) = I(Z; X) + [(Z;Y | X).
By (ii) I(Z;X) =0,s0 H(Z) = 1(Z;Y | X), as required.
(2 pts) Show that if (ii) and (iii) hold then H(Y) > H(Z).
Solution: By (iii), H(Z|XY) = 0. So,

H(Z) = I(Z; XY)
Also, by chain rule,
[(Z;XY) =1(Z;X) + [(Z;Y|X)

Then, H(Z) = 1(Z; XY) = I(Z;Y|X) by (ii). Also, by chain rule

HY)=H(Y|X)+I1(Y;X)> HY|X)=H(Y|Z, X))+ 1(Z;Y|X) > I(Z;Y|X)

Then, we obtain H(Y') > H(Z).

[]



(d) (2 pts) Show that if (i) and (iv) hold, then H(Z) > H(X).
Solution: By chain rule
HZ)=HZ|Y)+1(Y;Z)> H(Z|Y)=H(Z|Y,X)+ [(Z; X|Y) > I(Z; X|Y)

Also, we have I(Z; X|Y) = H(X) when (i) and (iv) hold by part (a). Then, we
obtain H(Z) > H(X).

]

(e) (4 pts) In shared-key cryptograpy, a secret key K is used to encrypt plaintext 7" € T,
to cyphertext C' = enc(T, K). The plaintext T can be recovered from the knowledge
of cyphertext C' and the secret key K. The key K is chosen independently of T
In a perfectly secret system the distribution of K and the encyption function enc
are chosen to ensure that the cyphertext C reveals no information about 7" for any
distribution of T'. Show that, in such a system, H(K) > log|T].
Hint: Identify the triple (C, K, T) here with some permutation of the triple (X,Y, Z) above.

Solution: Model our plaintext T" with the random variable X, secret key K with the
random variable Y, and cyphertext C' with the random variable Z. Then,
— That "C = enc(T, K)” is equivalent to (iii) with enc representing the determin-
istic function f.

That ”the plaintext T can be recovered from the knowledge of cyphertext C' and
the secret key K" is equivalent to (iv).

That "the key K is chosen independently of 77 is equivalent to (i).

That "the cyphertext C reveals no information about 7 is equivalent to (ii).

Then, choosing the distribution of 7" uniform and using part (c) and part (d),

H(K) = H(Y) > H(Z) > H(X) = H(T) = log(T).



PROBLEM 2. (14 points)

Enumerate {0, 1}* as {t1,t2,¢3,... } where t; = &, to =0, t3 = 1, t, = 00, t5 = 01, tg = 10,
tr =11, ts = 000, ... Note that length(¢;) = |logj]|.
Let U take values in Y = {1, ..., k} with Pr(U = j) = p,.

(a)

(d)

(2 pts) Suppose p; > py > -+ > pg. Find an injective code ¢ : U — {0,1}* that
minimizes E[length(c(U))].

Solution: This problem explores how much better injective codes can be compared
to prefiz-free codes.

Since shorter codewords reduce the expected length, we should assign shorter code-
words to more probable symbols. Because p; > ps > --- > pi, the optimal injective
code simply maps

c(j) =tj, ji=1,...,k,
that is, the j-th most probable symbol is assigned the j-th binary string in the
enumeration. Hence

length(c(j)) = |logj],  E[length(c( ij [log ;.

(2 pts) Under the assumption in (a), show that for all j we have jp; < 1.

Solution: Consider the sum of the first j probabilities: p; +--- +p; < 1. Since
p1 2>+ 2 pj, we have jp; <p;+---+p; <L

(2 pts) Show that for the code you constructed in (a),
Ellength(c(U))] < H(U).

Solution: Using part (b) and the fact that length(¢;) = |log j|, we have

e

E[length(c( Zp] |log 7| Z log — =H(U).

Thus, the injective code from part (a) has expected length at most the entropy.

(2 pts) Show that for any s > 1 there exists a binary prefix-free code e for alphabet
L =1{0,1,...} such that for every j € L,

length(e()) < [log(5%7) + slog(1 + ).

Hint: Use that for s > 1, Z;io(l +7)7° <s/(s—1). Also, remember Kraft’s Inequality from the
class.

Solution:

We want a binary prefix-free code e : £ — {0, 1}* satisfying the Kraft inequality:

3 g tnshiel) < 1.



Consider choosing
, 1
length(e(j)) = [log —w

qj
for some distribution (g;);>0 with >, q; < 1. Let
s—1 1 o1
;= , S .
K s (1+7)
Using the hint, we have
- 5 —1 1 s—1 S
2= X gy S s o1t
= s (1+7) s  s—1
so the Kraft inequality is satisfied.
Thus a prefix-free code exists with
s

length(e(j)) = {log lw = [1og

log(1+4)|.
" -+ slog( +J)W

]

(2 pts) Let ¢ be the injective code from (a) and e the prefix-free code from (d). Define
d:U—{0,1}* by
(u) = e(length(c(u))) c(u).

Argue that ¢ is uniquely decodable (indeed prefix-free).
Solution:

To show that ¢ is uniquely decodable (indeed prefix-free), observe:

— The prefix e(length(c(u))) is itself prefix-free, so reading from left to right we
can always determine the length of ¢(u) unambiguously.

— Once the length of ¢(u) is known, the next length(c(u)) bits correspond exactly
to c(u), which is injective. Therefore, we can uniquely recover w.

Hence ¢ is uniquely decodable. In particular, it is prefix-free because no code-
word ’(u) can be a prefix of another: any codeword is split into the prefix-free
e(length(c(u))) followed by the injective ¢(u), so no overlaps occur.

O
(2 pts) With H = H(U) show that for any s > 1,
H <1+log(<%;) + slog(1 + H) + E[length(c(U))].

Hint: Use that ¢ is uniquely decodable so H < E[length(¢/(U))], then bound length(¢/(U)) using
(d) and take expectations.

Solution:

From part (e) the code ¢ is prefix-free, so its expected codeword length satisfies:

E(length(¢'(U))] > H.
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Using the length bound from part (d) (applied to the index length(c(U))) we have
for every wu,

length(c’(u)) = length(e(length(c(u)))) + length(c(u))

<1+log i

— + slog (1+length(c(u))) + length(c(w)).

Taking expectations and using linearity of expectation,

Eflength(c (U))] < 1 + log—>

7 + sE[log(1 + length(c(U)))] + E[length(c(U))].

8 f—
Since x +— log(1 + x) is concave, Jensen’s inequality gives
E[log(1 + length(c(U)))] < log (1 + E[length(c(U))]).

By part (c¢) we have E[length(c(U))] < H, hence

S

Ellength(c'(U))] < 1+ log TS log(1 + H) + E[length(c(U))].

8 J—
Combining this with E[length(/(U))] > H yields for any s > 1

H <1+log(<%;) + slog(1 + H) + E[length(c(U))].

(g) (2 pts) Conclude that for any injective code c,

Ellength(c(U))] > H —log(1 + H) — log(1 + log(1 + H)) — 2.

Hint: Choose s =14 1/log(1+ H) in (f).
Solution: Choose s =1+ 1/log(1+ H) in (f). Then:

H <1+1log(l+log(l1+ H))+log(l+ H) + 1+ E[length(c(U))].

= E[length(c(U))] > H —log(1+ H) — log(1 +log(1+ H)) — 2.



PROBLEM 3. (16 points)
A (non-deterministic) finite state machine (FSM) source is specified by

e a finite state set S and an initial state sy € S;

e for each state s € S a probability distribution p(- | s) on alphabet U;

e a next-state function g: S xU — S§.

Such a machine generates Uy, Us, ... by setting Sy = sg, and for each t = 0,1, ..., sampling
Uiy ~ p(- | S;) and setting Sy 1 = g(Si, Urya).

A finite-state predictor is an FSM which, after seeing u’, outputs a distribution ¢ on U
(its belief about (Upy1)).

(a)

(4 pts) Show that if Uy, Us, ... is generated by an FSM source as above, then there
is an FSM predictor which, for every ¢, outputs the exact conditional distribution

Gi1(w) = Pr(Upyy = u | U' = ).

(Describe its states and g;y1.)

Solution: Let the FSM source be given by state set S, start state sg, emission dis-
tributions p(- | s) for s € S, and next-state function g : S x U — S. Define the
predictor FSM as follows:

— The predictor’s state set is S (the same as the source).

— The predictor’s start state is sg.

— Upon seeing symbol u; (reading the sequence u' sequentially), the predictor
updates its state deterministically by

st g(Se—1,us),

i.e. exactly the same update rule as the source.

— When in state s; (after seeing u'), the predictor outputs the distribution
Ger1(u) == plu | s¢), uel.

If the source started in Sy = sq then after observing the realized symbols u! the source
state is exactly

Sy =g(---g(g(s0,u1),ua) - -+, ur),

so S, is a deterministic function of u!. Therefore
Pr(Upy1 =u |U' =u") = Pr(Uppy = u | S; = s¢) = p(u | s¢),

where s; is the state computed above. Hence the predictor’s output g1 (u) = p(u | s¢)
equals the desired conditional distribution Pr(U;41 = u | U* = u') for every t. O

(4 pts) Extend (a) to predicting the next k letters: show that for each k > 1 there is
a FSM predictor which outputs the exact distribution of (U1, ..., Upx) given U
(Part (a) above is the case k = 1.)

Solution: We now extend the construction from part (a) to predict block of k future
symbols.



— The predictor’s state set remains S, with start state s; and update rule

st g(Se—1,us),

identical to the source FSM.
— When in state s;, the predictor outputs the distribution

Gt (Uig1s - -y Upg) = Pr(Utti{c = iff | U' = U)

Given S; = s;, the FSM source generates U/ a1 * recursively:

k
Pr (Ufj-_f = Uiff | St =s1) = Hp(ut-i-i | St4i-1),
i=1
where
Sevi = 9(Stpio1, Ussi), s; known from u!.

Therefore the FSM predictor, knowing s;, can compute this exact product and output
the full joint distribution on U*.

Since S; is a deterministic function of U?, conditioning on U = u! is equivalent to
conditioning on S; = s;. Hence

Pr (Ufjf = ii’f | U' = u) Pr(Uttif = iff | Sy = St) = Qt+1(utff)

so the constructed FSM predictor indeed outputs the exact conditional block distri-
bution for every ¢ and k. O]

(4 pts) Suppose uy, usg, . .. is the realization of Uy, Us, . .. generated by a FSM source.
For each k > 1, construct an information-lossless FSM encoder which, after seeing
u", outputs at most

—log Pr(U" = u") + |n/k|

bits.
Hint: 1) For any probability distribution ¢, there is a prefix-free code (called the ‘Shannon code’)
with length(code(u)) < —log(q(u)) + 1.

2) Use the predictor from (b) to Shannon-code successive blocks of k source letters.

Solution:

Use the predictor from part (b), and partition the sequence u" into consecutive non-

overlapping k-blocks
(U]f) (uilfu) ’(u?:‘rl:—l)k—i-l)a
where m = |n/k|.

For each block, the encoder:

— applies a Shannon Code to the predicted distribution g;,1, assigning codeword
length

E(Uii]f) = {— log C]t+1(“§f1€)] ;

— updates its state according to the source transition rule after reading the k
symbols.



The FSM encoder is information-lossless because the Shannon code for each distri-
bution is prefix-free. The total number of bits produced is

L(u") = > [—log g (uf)] < > (—log qryr (uifh) + 1) .

t€{0,k,...,(m—1)k} te{0,k,...,(m—1)k}
By the chain rule for probabilities,

Z —log g1 (ul}) = —log Pr(U™ = u™),
te{0,k,...,(m—1)k}

and there are m terms in the sum, so

L(u™) < —log Pr(U™ = u™) + m < —log Pr(U" = n") + m.

]

(4 pts) Using (c) and the properties of Lempel-Ziv discussed in class, show that for
any ¢ > 0 and large enough n, the (expected) number of bits produced by LZ that
allow recovery of U™ is at most

HU™) + ne.

Hint: For any ILFSM encoder M and any § > 0, for large n, LZ will produce fewer than § bits/symbol

in excess of those produced by M. Choose k large, and consider the machine M found in (c).

Solution: Fix € > 0. Choose an integer block length k so large that

<

| =
NG

Use part (c) to build the ILFSM encoder tailored to this k. (The ILFSM from (c) has
a finite number of states that depends only on the source FSM and on k; in particular
the encoder is an ILFSM with a fixed finite number of states once k is fixed.)

By construction in part (c), for every sequence u" the ILFSM from (c) outputs at
most

—log Pr(U™ = u") + %

bits (note that [n/k| < n/k), hence taking expectation under the true source distri-
bution gives

n ne
A standard property of Lempel-Ziv (as discussed in class) is that for any fixed finite-
state encoder (i.e. for any ILFSM with a fixed number of states) there exists N such
that for all n > N the expected LZ length is no larger than the expected length of
that finite-state encoder plus an additive ne/2 term. (Intuitively: for sufficiently long
sequences LZ outperforms any fixed-state scheme by an arbitrarily small per-letter

gap.)
Combining these two facts, for the chosen k and for all n > N we obtain

€ ne ne
Ellengthy ,(U")] < E[lengthyypgy (U™)] + % < (H(U") + 7) -+ 5 = H(U") + ne.
This proves that for any € > 0 and all sufficiently large n the expected number of

bits produced by LZ that allow recovery of U™ is at most H(U") + ne. ]



